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Evaluator's report

1. Role and functions of evaluator

I, Leonard Will, of Willpower Information, Information Management Consultants, was appointed as external evaluator for this project, with the following terms of reference:

The Consultant, acting as external evaluator for the HILT: High-Level Thesaurus project phase 2 (as defined in the document "HILT High Level Thesaurus Project Phase II: Collection Level Subject Terminology Requirements in FE and HE: Pilot Service, Cost-benefit Analysis and User Evaluation", distributed to the HILT Steering Group as "HILTPhase2bid.doc" on 8th March 2002), will:

· review and comment as appropriate on project proposals and documents submitted by the Client for this purpose

· coordinate discussions of the Professional Level Evaluation Group, if one is set up, in personal meetings, by email or correspondence

· attend a total of up to eight days of meetings, including those required to perform the above functions and any meetings of the project Steering Group, Management Group, workshops, focus groups or any others which the client wishes the consultant to attend

· conduct an external expert evaluation towards the end of the project and prepare an evaluation report based on the interim final report of the project.

1.1 Management Group (MG) and Professional Level Evaluation Group (PLEG)

I attended all six meetings of the Management Group, including one "virtual" meeting held by email. At the outset it was agreed that as the memberships of the MG and the PLEG were substantially the same, the two groups could be merged. The Mangement Group was not, in practice, concerned with the day-to-day management of the project, and its role was primarily one of commenting on reports and papers produced by the Project Team and making suggestions for the way forward. This is the same as the "formative evaluation" function expected of the PLEG.

1.2 Independent evaluator's report

The contents of this independent evaluator's report are my sole responsibility, but they take account of views expressed by other members of the MG/PLEG, in meetings and in separate correspondence. Members of the PLEG were specifically invited to send me comments on the draft final report. As well as commenting directly on the report of the project prepared by the HILT team, I have added some comments on issues that I think are important for planning future work in this area but which were not dealt with in detail in the report itself.

I must declare that in a separate capacity as a consultant I was commissioned by the Project Team to do a small part of the work – mapping medical terms from the UNESCO thesaurus to DDC. This gave me additional insight into some of the problems, but did not affect my objective appraisal of the project as a whole.

2. Terms of reference of HILT project

As stated in the report, HILT Phase II was funded by JISC to conduct research into the problem of achieving and maintaining interoperability in the subject descriptions and classification of distributed information resources. More specifically, it was asked to set up a pilot terminologies service for the JISC Information Environment, aiming to:

a. 
Provide a practical experimental focus within which to investigate and establish subject terminology service requirements for the JISC I.E., with particular reference to DNER, RDN, User, Collection Level, International Compatibility, and local, regional, national and UK-wide access considerations.

b. 
Make recommendations as regards a possible future service, taking into account a range of factors, including the level and nature of user need, practicality, design requirements, effectiveness, functionality available in existing commercial software packages as against original development, and (above all) costs against benefits to FE and HE users of a full terminologies service focussed primarily on collection level needs.

2.1 Management of the project and achievement of objectives

The programme of work set out above was very ambitious, and the Project Team are to be commended on the amount of it that they were able to cover in the time available. As explained in the report, the period of the project had to be extended and in retrospect it would have been desirable to have had a more limited and closely-defined statement of project objectives and deliverables rather than the fairly open-ended terms of reference. This would have allowed tighter management of time and resources, with clear steps, defined dependencies between tasks, and the setting of milestones so that work could be adjusted, in negotiation with the sponsors, when it became apparent that not everything could be achieved.

2.2 Project elements

The project contained five major areas of work:

a. Studies of the available resources to which access is to be provided and their current indexing policies

b. Studies of users' needs and information-seeking behaviour

c. Development of a means of identifying collections and resources relevant to any given topic

d. Development of mapping between vocabularies to provide terms for searching for items within collections and resources

e. Cost-benefit analysis of possible future "terminology server" systems.

The development of a mapping system was seen as the core of the project, this being the main requirement perceived as necessary by the report on the first phase of the HILT work. The work was supported by an extensive literature survey, although this apparently did not identify any previous work that could be built on to reduce the amount to be done in the project.

Each of the areas a to e above will be considered in turn in this evaluation report.

3. Survey of resources

The survey of collections and resources, including gateways, portals, hubs and other "directory" sites, showed that the majority of services either used "home-made" classification or indexing schemes or one of the large general schemes: DDC, LCSH, the UNESCO thesaurus or its derivative, HASSET. It would have been interesting to know the proportion of resources covered by these, for which shared mapping is a possibility, and the proportion of resources in the 47 collections indexed by "in house" schemes, which would have to be mapped individually.

The analysis of "Reasons for departures from standard schemes" divides responses into nine categories, but the great majority of these can be reduced to a single reason: "Because the topic required is not in the standard scheme".  It is not clear whether the "departures from the standard scheme" refer to the creation of new classes or preferred indexing terms or just to the provision of additional entry terms to show how the new topics have been classified or indexed by using the unmodified standard scheme. The latter operation should not be considered as a departure, but as a normal part of the application of a classification or controlled vocabulary. 

A total of 163 different applications of schemes exist within the JISC collections. This implies that some collections or hubs use multiple schemes, but it is not clear whether some items have been classified by more than one scheme or whether some parts of a collection use one scheme and some parts use another, perhaps because a reclassification project is under way. 

The report refers to some schemes only by their abbreviations, without expansions or references, so it is difficult to know what they all stand for. In particular, 16 services are shown as using a scheme identified as "SSD". If this refers to the Standard Study Description used by AHDS History and described at <http://hds.essex.ac.uk/reports/metadata/hjmpaper.asp> then that is a framework of cataloguing fields and not in itself an indexing or classification scheme, so some misunderstanding may have occurred. It might, on the other hand, refer to some scheme used by the Social Survey Division (SSD) of the Office of Population Censuses and Surveys.

Some of the resources surveyed are commercial or proprietary, and many of them are restricted to subscribers or to academic institutions with an appropriate licensing arrangement. Although the project was sponsored by JISC, it should be recognised that these will be of less interest and value to "stakeholders" such as Re:source, the National Archives, the British Library and most libraries, archives and museums, who serve a much wider group of users than the academic community.

4. Studies of users

The main value of the user interview studies is probably that, as stated in the report, they served "to acclimatise project staff to problems and issues related to dealing with users and subject searching situations in a range of subject areas". The necessarily artificial and speculative nature of the proposed search tasks means that their results cannot be taken to show definitively what users' behaviour would be when they really needed information, but they do give a useful indication.

Of particular interest for this project is the finding that for searches defined by purpose 79% of respondents said that they would use a Boolean or other combination of multiple search terms, with only 18% saying that they would use a single term. For searches defined by topic, 66% said that they would use a phrase or Boolean combination, 24% said they would use synonyms or alternative terms (effectively a Boolean "or" combination), and only 7% said they would use a single term. 

To meet these needs it therefore seems essential to deal with search statements containing more than one term.

5. Classified catalogue of collections and resources

The requirement of identifying collections and resources relevant to any given topic is met by providing access to a catalogue classified by DDC. Within the project this is called the "JISC collections database" or a "collection finder service" and it is expected that in future the catalogue to be used will be the one called the "Information Environment Services Registry" (IESR) <http://www.mimas.ac.uk/iesr/>. 

As the HILT project doesn't clearly identify this part of its work as being essentially this well-established process, I shall set out the steps here, as this may help to clarify what is being done, what is new and what the problems are. I shall consider only a DDC classified catalogue; the work of applying other schemes of indexing and classification is broadly similar.  

5.1 Creating the catalogue
Several steps are necessary to construct a classified catalogue properly. Unfortunately some of these are often omitted or not recognised as part of a single process, which can lead to misunderstandings and lack of appreciation of the full functionality of such a catalogue. The main steps are:

5.1.1 Subject analysis

An item to be classified, whether a document, an electronic resource, a collection or a gateway, first has to be examined to find out what subjects it covers and to identify the principal concepts present in the subject.

This is an intellectual process, independent of any scheme of subject indexing or classification, and the procedures are discussed in British Standard BS 6529:1984: Recommendations for examining documents, determining their subjects and selecting indexing terms. The concepts identified should be expressed in natural language, using terms likely to be familiar to and sought by enquirers. Where appropriate, terms used in the document should be used.

Some computer programs have been developed to assist with this process. While they cannot perform intellectual analysis, they can identify recurring term associations and can group these into "clusters" that may represent significant concepts. While the number of collection level items in the classified catalogue of resources does not exceed a few hundred, it is probably not beneficial to use these automated systems. When based on statements of scope and policy rather than the full text of documents, human analysis of subjects is likely to be more effective than machine processing. Automated methods may well be worth considering, though, at least to assist humans, when many thousands of item-level records have to be dealt with and when each contains a substantial body of text that can be processed by computer.

5.1.2 Mapping the subject to a controlled vocabulary

Once the main concepts in a record have been identified, the most appropriate place for them within the classification scheme has to be found. 
The conventional approach is for the classifier first to consult an alphabetical index, which then leads to the schedules, displayed hierarchically. If we use the same example as in the HILT report, we find the following entries under "teeth" in the alphabetical index to the DDC schedules (22nd edition):
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Dewey arranges topics primarily by discipline, so that a specific topic like "teeth" can occur in many different places, as shown by the various index entries. This explains the fact that items about teeth are split between science, which is primarily descriptive, and technology, which is concerned with changing things – in this case in the context of medicine and dentistry. 

The numbers link the index entries to the hierarchical display, an extract of which is shown in Figure 2. This can be checked to ensure that the correct context has been chosen. When viewed in a computer system, each of the entries in the alphabetical index can be a hyperlink that allows an immediate jump to show that class in its hierarchical context. In that case the class numbers can be omitted, though retaining them helps to clarify the structure. 

These ways of finding the location of a topic in the classification are provided for in the on-line version of DDC (WebDewey)
, and by other classification schemes such as UDC
 and the Library of Congress Classification
, though access to all three of these is restricted to their subscribers. The index and hierarchical display of the Art and Architecture Thesaurus
 is very similar.

5.1.3 New concepts and number building

If any required concept does not appear in the index, it is the responsibility of the person applying the classification to add it, so that it will be found by any subsequent enquirer. It may be added as a "see" reference to a term that is already there, such as "Dentition see Teeth", or it may be added as a new pointer to the class within which that concept is placed, such as "False teeth 617.692". A concept that is not explicitly listed in the schedules may sometimes be provided for by using the number-building features of the classification, e.g. by adding the subdivision "Cosmetic surgery 0592" to the number "Dentistry 617.6" to build the number "Cosmetic dentistry 617.60592". Again any such term should be added to the alphabetical index. 

It must be emphasised that the addition of new "entry terms" or the building of numbers to represent new concepts in this way is not a "modification" of the scheme, but a normal part of its application. When the survey asked whether "those involved in subject description sometimes have to make alterations to your chosen scheme(s)" it is not clear whether those responding were just providing additional entry points or whether they were making real modifications to the preferred terms, classes or relationships.

It appears from the report that the suggestion of creating a "UK oriented modifications registry terms set" is just the normal process of ensuring that the alphabetical index to the classification includes terms for those topics likely to be sought by users. Anyone classifying items on "railways" in the UK would be expected to add this term to the alphabetical index, with a reference linking it to the numbers already represented by the term "railroads". This should not be considered an optional extra, but rather as an inherent part of the process of applying the classification. The problem is to ensure that a single authoritative alphabetical index is available to all users, rather than everyone having to maintain their own, and this has been recognised in the report
.

HILT uses a slight variation of the standard functionality described above, which it calls a "disambiguation facility". That term is rather misleading, because it normally applies to the disambiguation of homographs, e.g. by adding parenthetical qualifiers to give "teeth (mouth parts)" and "teeth (mechanical components)". The HILT pilot system matches input terms, with varying degrees of truncation, against terms found in the captions of the classification schedules, terms from the "relative index" (a part of the published scheme), and terms from other schemes that have been "mapped" to DDC numbers (essentially extending the entry vocabulary). It displays classes as strings of terms, showing every step in the hierarchy from the top level down to the term, resulting in strings such as the following:


It is a matter of opinion whether it is easier to pick the appropriate entry from a display such as Figure 3 or from Figures 1 and 2, but it would not be a major alteration to the HILT system to provide either type of display. A comprehensive search for all aspects of a concrete topic would require the selection of several classes. It is not evident from Figure 3 that comprehensive works on all aspects of teeth would be located at item 2, which does not actually contain the word "teeth"; this is the class pointed to by the unqualified entry "Teeth 591.44" in Figure 1.
An alternative approach, also offered by HILT, is to go directly to the hierarchical structure,  "drill down" and browse to find the specific subject required. This requires some knowledge of the structure of the scheme, and in particular the fact that topics are primarily arranged by the discipline within which they are discussed rather than by what they are. 
5.1.4 Compound concepts

As well as building numbers to represent new concepts, it is important to provide access to compound concepts. Most realistic queries use more than one concept, as was shown by the user studies, even though some users may initially use only one concept in formulating a search. People are unlikely to want to know everything about "teeth", but are more likely to want a specific aspect, such as "The effect of fluoride in water supply on the incidence of decay in children's teeth". The HILT report has not explicitly addressed this issue, but it has acknowledged its existence in saying "The pilot interface was relatively basic and a more sophisticated development will be required in the context of an operational service. An example is the disambiguation facility which, in the pilot, can only cope with one user choice when, in reality, a user query will often be more complex than that."

In fact, compound concepts can be dealt with quite adequately by the normal procedures for constructing a classified catalogue. (They present additional complications for mapping to other vocabularies, but that is a different issue to be discussed later.) DDC is a "pre-coordinate" scheme, meaning that the classes it provides are often defined by combinations of concepts, sometimes explicitly and sometimes by provisions for synthesis. It provides rules for "citation order", defining which concept has priority in determining the class in which a compound topic is placed. Access to subordinate concepts is provided by the creation of entries in the alphabetical index with each concept in turn taking the leading position, by techniques such as "chain indexing" or by using computer techniques that can retrieve on any word in an index string.

5.2 Using the catalogue

5.2.1 Finding the number

The process of using a classified catalogue to find resources on a required subject is very similar to the process of classification. In effect, the enquirer has to classify the enquiry to find the class in which material on that topic will be placed. As above, the enquirer can use the alphabetical index or can navigate down through the hierarchy. When a specific topic is sought, using the index is usually the best choice, assuming that classifiers will have provided entry points to that topic if it is present in the catalogue; if it is not, the index should at least lead to related material. When an exploration of resources in a subject area is appropriate, then the best approach is to browse a list of resources arranged by subject, under classified headings arranged in logical order, with related topics coming together.

Some on-line DDC classified catalogues of resources already exist, such as Strathclyde University's own BUBL LINK service
, Canadian Information By Subject
, CyberDewey
 and The UK Web Library – WWLib
, at Wolverhampton, though these all use the classification only at a broad level and have not developed full alphabetical indexes as discussed above. In practice, a broad classification would have been adequate for most of the resources included in the HILT database, as most of them covered wide subject areas. Most searches for specific medical topics, for example, led to the system having to broaden the scope and offer only resources classified at the broad topic "medicine".

5.3 Evaluation of the classified catalogue

In providing classified access to collections of resources, HILT has taken a slightly different approach from the traditional one outlined above. The idea of broadening the search by truncating numbers for a specific subject until a resource is found is an interesting way of automating what is usually something done by the enquirer. The project acknowledges that the pilot system is just a preliminary one, and that many refinements are desirable and possible. Indeed, I do not know of any system that has fully implemented a classified catalogue with a complete alphabetical index on a computer system, although such catalogues were widely available in the days of card catalogues. It is regrettable that the producers of computer software have not built on techniques developed previously, and it is encouraging that they are now being rediscovered. 

The database of resources used by HILT is too limited to draw conclusions about the adequacy of the classification, but the results are encouraging and worth developing. In particular, it would seem useful to classify entries within the "IE Registry", and there would be no problem in giving sub-collections and RDN metadata records separate classifications at whatever level of detail is required to permit their specific retrieval, as suggested in Appendix G.

5.3.1 Alternatives to Dewey

A classified catalogue does not necessarily have to use DDC. The report mentioned two other possibilities:

· the idea of an International Standard Concept Number or ISCN scheme designed to replace the DDC spine

· a faceted approach, in particular that being offered in the FAST project by LCSH
.

The first of these options would require the development or adoption of a new general classification scheme, if the concepts were to be defined and structured in a logical arrangement. While there has been a lot of work in developing "ontologies" defining complex networks of relationships between concepts, this has not yet progressed sufficiently to provide a practical solution with readily-available and convenient tools and techniques for use by indexers and searchers.

The adoption of a faceted approach has merit, but we need to be clear about what this means. It can mean the use of a post-coordinate system, where resources are given one or more independent descriptors from a controlled vocabulary having terms grouped into facets. These terms can be searched for by using implicit or explicit Boolean combinations of search terms. Alternatively it can mean the use of a pre-coordinate system where the descriptors allocated to a resource are combined into a string according to prescribed rules of order and syntax depending on the facets to which they belong. Pre-coordination is necessary if resources are to be presented in a logical classified sequence for browsing.

The FAST (Faceted Application of Subject Terminology)
 project referred to is an attempt to derive descriptors for post-coordinate use from pre-coordinated LCSH headings, by separating off the common facets of place, time and form as well as proper names of people and organisations. It does not analyse subject terms into facets, so it goes only part of the way towards a fully faceted structure. As LCSH terms are not structured into a classification scheme, any listing based on these would be alphabetical, with the consequent scatter of related topics.

A similar project to analyse DDC classification numbers by identifying and separating off common facets was described by Steven Pollitt and Amanda Tinker
.

Other classification schemes that might be considered are the UDC
 and Bliss
. UDC is a British Standard with a lot of detail and an explicitly faceted structure; its notation can be complex but this could be overcome if it were implemented in a computer system where hyperlinks could avoid the need for users to encounter the notation. Bliss is a modern scheme, developed on fully faceted principles, based on the work of the Classification Research Group. It has already been used in the FATKS project
 to develop and evaluate a prototype implementation in collaboration with the Arts and Humanities Data Service (AHDS) and the Humbul Humanities Hub and it has potential for wider use in organising Web resources
. Unfortunately Bliss has very limited resources for development, and the scheme is not yet fully published. Supporting it would be a better option than developing a new scheme from scratch.

Adopting a "core" classification would provide an incentive to services to use it if it could cater adequately for their material, thus avoiding mapping problems, at least at the collection level. Phase 1 of the HILT project concluded that it would be unrealistic to assume that a single classification could be widely adopted, especially in view of the large amount of material already indexed by disparate schemes, but there would be great benefits in encouraging a move towards a standard scheme for new work. As in many other fields, the advantages of standardisation often outweigh the advantages of individual, tailored systems. Libraries use a small number of different schemes, many archives in the UK are cooperating in developing a single shared thesaurus
 developed from the UNESCO thesaurus, and government Web sites are all adopting a single high-level classification scheme, the Government Category List
.

Whatever scheme is adopted it is desirable that a licence should be obtained that does not restrict the UK community from using it as fully and as freely as possible without continuing fees and administrative constraints. 

6. Mapping between vocabularies

The core objective of phase 2 of the HILT project was the development of techniques for mapping between controlled vocabularies, so that once an enquiry had been formulated it could be executed on various systems, using their native vocabularies, without the enquirer having to re-formulate it for each. The DDC was to be used as a "spine" to avoid having multiple mappings between all possible pairs of vocabularies.

This function requires three stages:

a. Enriching the alphabetical index to the classification to provide access points from all terms likely to be sought. This includes terms taken from other thesauri, each pointing to places where the corresponding concept occurs within the DDC.

b. Mapping between specific DDC classes and their representation in other indexing vocabularies. In general a single DDC pre-coordinated class would map to a Boolean combination of terms in a thesaurus or other post-coordinate target vocabulary. For example, the DDC class 614.5996 "Incidence of and public measures to prevent dental diseases, Including fluoridation of water supply" would map to 

MeSH:

"Public Health Dentistry" OR "Preventive Dentistry" OR "Fluoridation"

UNESCO:
"Preventive medicine" OR "Disease control" OR "Water treatment"

c. When an enquirer enters a search statement consisting of two or more terms, with or without logical connectors between them, some means of converting the syntax of the search statement to one or more DDC classes, and then combining the terms derived from these classes into a search statement with syntax acceptable to the target system. For an enquiry specifically about the effect of fluoridation on teeth the mapping should be to 

MeSH:

("Public Health Dentistry" OR "Preventive Dentistry") AND "Fluoridation"

UNESCO:
("Preventive medicine" OR "Disease control") AND "Water treatment"

HILT did not enter into these complications of many-to-many mapping, though it recognised that the problem exists and the user survey showed that most users used search statements with two or more terms. The pilot was limited to one-to-one mapping, which made it possible to produce a working demonstration within the limitations of the project. Even then, though, the limitations were evident. HILT mapped the DDC class 614.5996 discussed above to "Dentition" in MeSH as a "broader term match". This is an anatomical concept and does not relate to the public health aspects designated by the Dewey class. 

Clearly it is easy to find unhelpful examples such as this. Their existence is not a criticism of the project, but just an indication of the complexity of the problem and the amount of work that will be required in order to produce a mapping that does not lose some of the meaning at each transition. Some of the issues arising in mapping between thesauri are discussed by Doerr
.

Because of the many provisions for synthesis within DDC, the number of possible classes is indeterminately large. It would be impossible to create all possible combinations and map them to other schemes. Mapping would therefore have to be done by starting from each term in each of the other vocabularies, and finding the DDC classes that contained the concept represented by that term. This would not provide the required mappings where DDC classes had to be represented by combinations of terms in the other vocabularies.

Another approach, which may provide useful results if resources are not available for exhaustive intellectual mapping, is the one adopted by the FACET project
 at the University of Glamorgan. This broadens the scope of a search by including not only a single term (such as the one mapped to by HILT) but also a cluster of terms around it, linked by the normal thesaurus relationships, each type of relationship being differently weighted. The size of the cluster can be varied, depending on the specificity of the search required and the confidence of the searcher that the starting term is reasonably "on target". The project also takes account of the facets (fundamental categories) to which each term belongs, can weight these differently and can take account of the order of terms. This project, too, has had to simplify queries and cannot yet deal with compound syntax, though it can distinguish between objects that are the "focus" of a query and other terms that act as qualifiers or "differences".

It is interesting to note that some "metasearch engines" available on the World Wide Web, such as Vivisimo
, Metacrawler
 and Dogpile
 claim to translate the syntax of a search query submitted to them into the syntaxes required by each of the search engines which they use. Similar techniques may be required in HILT.

6.1 Automatic classification and alternatives to mapping

Appendix J: Delivering HILT as a JISC IE shared service, recommended that HILT should be considered in a wider context:

Build scenarios to illustrate discovery and location of resources within a ‘rich environment’ of terminology services (to include, for example, Google, keyword searching, use of specialist and general controlled vocabularies, mapping services, link analysis, annotations). Scenarios should be based on a variety of actors, using a variety of terminology services. Develop the most compelling scenarios as detailed use cases to inform implementation of HILT.

There are certainly many developments of these kinds, and approaches other than mapping between controlled vocabularies have an important role to play in providing subject access to the vast range of material available. Many of these are outside the scope of the HILT project, but one that is particularly relevant is the idea of automatic classification, sometimes called clustering or categorisation. The use of these techniques to assist with subject analysis was referred to in 5.1.1, and the Automatic Classification Research
 and Scorpion
 projects at OCLC have used them to suggest DDC classes based on the analysis of document content. Such techniques may make it possible to reduce the work of classifying individual resources, thus allowing the creation of an item-level classified catalogue, avoiding the necessity of mapping to other schemes. It is important to keep the HILT work in touch with the RDN project described in Appendix E, seeking an "overarching classification solution" and working with OCLC to develop automatic classification functions as Web services.
6.2 Mapping conceals classification structures

A mapping approach which aims to execute queries directly in a target system has the disadvantage that users bypass the classification structure of that system, which may be based on a detailed and specialist classification scheme or thesaurus. While direct execution is convenient to give some quick preliminary results, it is important that the user should be able to view and navigate within the specialist scheme, to check the validity of the mapping and to refine the query using other terms found there and any additional search functionality. This is the way the Renardus project
 works, and it should be retained as an option within HILT.

7. User workshop

The workshop results do not lead to any issues requiring detailed discussion here. The views of users on the interface to the pilot system have been noted and will no doubt be taken into account in any future development of it. 

It was interesting to note that "searches by users tended, in many cases, to cover fairly specific terms, suggesting that mapping only at higher levels of granularity was not sufficient to meet user needs". This reinforces the point that simple, single-term mappings will in general not be sufficient, as searches will be for one aspect of a topic and not the topic in general.

Users' views and behaviour in this type of situation cannot always be considered as reliable indicators of their behaviour in other circumstances. When faced with a computer system, people tend to ask questions in a form that they think the system requires. If the interface presented them with different options, such as alphabetical or hierarchical lists of subjects or interactive help in formulating a search statement, the results might have been different. Future work might present alternative interfaces for comparison, as it is always difficult to provide an objective view when only one option is available.

8. Software

The software used enabled the pilot interface to be set up, but it is not clear how much of the functionality is in the package that was licensed for the duration of the project and how much was developed by the project staff. The reasons for the choice of Wordmap software are not clearly stated. One would normally have expected a specification of requirements to be drawn up at the outset, and then a comparison made of various software packages to see which was most cost-effective. Even though the requirements could not be specified in detail at first, some criteria must have determined the decision, given that the cost of the one-year software licence was about 25% of the project budget. It was after the choice had been made that "the team investigated the possibilities of the Wordmap software as regards the instantiation of the functionality requirements indicated"
. This is not to say that Wordmap was not the best platform on which to develop the pilot, just that it was not shown to be so.

The specification of requirements for an operational server does not detail the changes in functionality - specifically the search and mapping algorithms and the user interaction processes - that need to be made between the pilot and the final version. Presumably a more detailed specification will be developed as part of any further work. There should be an objective specification of how the mapping will work, independent of the features of any particular software. 

9. Cost-benefit analysis

The results of this exercise give a useful indication of likely costs and relative values of benefits, but they have to be read in the light of the warning emphasised in the report
:

"This is an exploratory exercise to see what we can learn about costs against benefits of different functionality levels. Our assessment of benefit weightings will be ‘fuzzy’ and our assessment of costs is very rough. The ratios we finally hit on won’t be that meaningful in themselves, but the ranking may be useful."

A further warning might be added, against assuming that the highest ratio of benefits to costs necessarily indicates the best option. A low-cost low-benefit option gives the same ratio as high-cost, high-benefit one; the technique does not allow you to choose between these and you have to decide whether the additional benefits are worth the extra cost.

Although the report mentions the possibility of analysing the sensitivity of the results to variations in the underlying assumptions, it does not appear that this has been done. There is no estimate of the uncertainty of the figures, which might have been shown as error bars on the following chart, so it may be that some of the differences found are not significant. 

There is an anomaly in the figures for the cost of mapping. One table shows:

Cost of mapping per hour 
£45

Cost of mapping per term
£4

Time spent per term (minute)
7

but these figures are inconsistent, as 7 minutes at £45 per hour would cost £5.25, over 31% higher. 

10. Recommendations

1. The general approach and proposals of the HILT project are reasonable and worth pursuing. The detailed recommendations in the report should, however, be grouped into stages that can be phased or shared between different groups. As suggested in the report, there are many bodies with an interest in this work, and it is important that they should agree and cooperate rather than developing separate incompatible schemes. In particular, it is essential that bodies from outside the academic community should play a full part so that the resulting services are available to the country as a whole.

2. The creation of a centralised classified catalogue of resources, with an index which is added to as required to accommodate sought terms, is desirable and achievable. This would provide the functions variously described as a "collections finder", "disambiguation facility", "Information Environment Services Registry" "browse tree", "UK Oriented Scheme Modifications Registry" and so on. The level of the records in this catalogue could initially be portals, hubs and gateways, but it could be developed to include collections, sub-collections and eventually individual items. Lower-level records would probably be held on local systems but accessed seamlessly as a distributed database.

3. Some underlying problems in mapping of compound concepts, discussed above, need to be investigated further and solutions found before investing in major mapping or terminology service implementation work.

4. Until mapping problems have been solved and mapping work completed, provision should be made for enquirers to be switched from the central classified catalogue into the local subject systems of collections identified as relevant. This would make these resources available immediately, even if mapping is never completed, and would be necessary in any case for people wanting to use the full power of specialised indexing vocabularies.

5. Finally, it must be recognised that any service of this kind will have to be sustainable in the long term, and that continuing work will be needed long into the future to maintain and develop it. The report's final recommendation that it is necessary to ensure the long-term financial future of a terminology server and of other such shared services, is therefore crucial.

Leonard Will

7th December 2003

1. Teeth�Science ... Biology & life sciences ... Specific physiological systems in animals, regional histology and physiology ... Digestive system ... Mouth and esophagus ... Teeth


2. Physical adaptation�Science ... Animals (Zoology) ... Specific topics in natural history of animals ... Physical adaptation


3. Teeth�Science ... Animals (Zoology) ... Mammalia (Mammals) ... Hominidae Homo sapiens ... Anthropometry ... Teeth


4. Teeth�Technology ... Medicine ... Human anatomy, cytology (cell biology), histology (tissue biology) ... Digestive tract organs ... Mouth ... Teeth


5. Teeth�Technology ... Medicine ... Human physiology ... Digestion ... Mouth and esophagus ... Teeth 








Figure � SEQ Figure \* ARABIC �3�: Strings retrieved from HILT pilot on initial enquiry for "teeth"





Teeth   591.44


Teeth--animal physiology   573.356


Teeth--anthropometry   599.943


Teeth--dentistry   617.6


Teeth--descriptive zoology   591.44


Teeth--diseases   573.35639


Teeth--diseases


see also  Tooth diseases


Teeth--human anatomy   611.314


Teeth--human physiology   612.311


Teeth diseases   573.35639


Teeth diseases


see also  Tooth diseases








Figure � SEQ Figure \* ARABIC �1�: DDC alphabetical index entries under "teeth"





500	Science


570	- Biology & life sciences


573	- - Specific physiological systems in animals, regional histology and physiology


573.3	- - - Digestive system


573.35	- - - - Mouth and esophagus


573.356	- - - - - Teeth


590	- Animals (Zoology)


591	- - Specific topics in natural history of animals


591.4	- - - Physical adaptation


591.44	- - - - Head


599	- Mammalia (Mammals)


599.9	- - Hominidae Homo sapiens


599.94	- - - Anthropometry


599.943	- - - - Teeth





600	Technology


610	- Medicine


611	- - Human anatomy, cytology (cell biology), histology (tissue biology)


611.3	- - - Digestive tract organs


611.31	- - - - Mouth


611.314	- - - - - Teeth


612	- - Human physiology


612.3	- - - Digestion


612.31	- - - - Mouth and esophagus


612.311	- - - - - Teeth








Figure � SEQ Figure \* ARABIC �2�: Hierarchical display of classes 
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� <http://www.oclc.org/dewey/versions/webdewey/>


� <http://www.udcc.org/udconline.htm>


� <http://classweb.loc.gov/>


� <http://www.getty.edu/research/conducting_research/vocabularies/aat/>


� Page 12, "Use Case" 2b, note.


� <http://bubl.ac.uk/link/ddc.html>


� <http://www.nlc-bnc.ca/caninfo/ecaninfo.htm>


� <http://www.anthus.com/CyberDewey/CyberDewey.html>


� <http://www.scit.wlv.ac.uk/wwlib/>


� Report, p.32


� Appendix J, p.7


� <http://www.oclc.org/research/projects/fast/default.htm>


� Improving subject access in OPACs using Dewey and View-Based Searching, making use of DDC structures. / A S Pollitt and A J Tinker – Presented at meeting: Innovations in Electronic Access, The British Library, Boston Spa, 26th March 2003. - (Demonstration and PowerPoint presentation). �<http://www.view-based-systems.com/VBSHelp/VBSOPACHelp1.htm>


� <http://www.udcc.org/>


� <http://www.sid.cam.ac.uk/bca/bcahome.htm>


� <http://www.ucl.ac.uk/fatks/index.htm>


� Faceted classification as a basis for knowledge organisation in a digital environment: the Bliss Bibliographic Classification as a model for vocabulary management and the creation of multidimensional knowledge structures / Vanda Broughton. -  The New Review of Hypermedia and Multimedia, Vol. 7, 2001, p.67-102.


� <www.ukat.org.uk>


� < http://www.govtalk.gov.uk/schemasstandards/gcl.asp>


� Semantic problems of thesaurus mapping / Martin Doerr. - Journal of Digital information, vol. 1, issue 8, 2001-03-26. - <http://jodi.ecs.soton.ac.uk/Articles/v01/i08/Doerr/>


� <http://resnt1.isd.glam.ac.uk/facet/live/demonstrations.asp>


� <http://vivisimo.com/>


� <http://www.metacrawler.com/>


� <http://www.dogpile.com/>


� <http://www.oclc.org/research/projects/auto_class/default.htm>


� <http://www.oclc.org/research/software/scorpion/>


� <http://www.renardus.org/>


� Report, page 24.


� Appendix H, page 5.
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