HILT II Addendum: Auto-categorisation Option, Questions for Comparing Options

1. Introduction

This document - issued January 2004 - is an addendum to the HILT Phase II Final Report. Initially, its purpose was simply to set out a list of questions to consider when comparing and evaluating alternative approaches to the provision of a JISC-focused solution to the problem of ensuring interoperability of subject descriptions in its domain. This was thought to be required partly because the HILT Evaluator suggested some variations to the approach proposed by HILT in the project evaluation report
, but mainly because of the likelihood that a proposed JISC-sponsored terminologies workshop in February 2004 might throw up a range of other options and it was thought important that a comparison of these options be carried out against an agreed set of questions. As the document was being prepared, however, a secondary purpose emerged. During HILT Phase II, JISC had suggested that HILT consider how automatic classification might impinge on the issues being considered. Very little was done on this front because both the team and the HILT groups found it difficult to see how resource auto-classification could have a significant role, particularly given the requirement that we focus on ‘collection-level’ considerations. However, the process of compiling a set of questions to consider when comparing options unexpectedly threw up a possible answer to this question – an approach to interoperability based on auto-categorising
 both resources and user queries. The idea - described in outline in section 2 below - is somewhat speculative in some areas, but does seem to have promise and to be worthy of further investigation. It mixes automated methods with human intellectual classification and indexing and, on the face of it, removes the need for mapping between terminologies. At present, it is an idea to be researched rather than a firm alternative option. The list of questions to consider are included at the end of the document as section 3.

2. Distributed Query and Resource Auto-categorisation Matrix Option 

The approach is based on participating classification and subject scheme maintainers providing an auto-categorisation service, either at the maintainer site or on a terminologies server of the type proposed by JISC. Terminologies servers ‘know about’ and interact with all auto-categorisers and collection description services relevant to the users served. The auto-categorisers have resource auto-categorisation interfaces but they also have (M2M only?) user query auto-categorisation interfaces that mimic the resource categorisers by getting the user to input ‘seed’ metadata. This can either be based on real metadata or full-text for relevant resources retrieved from elsewhere or provided by a lecturer, or be invented by the user being asked to provide (say) a title, an abstract and keywords describing his or her ideal retrieval hit. Multi-lingual issues are dealt with by each individual auto-categorisation system. 

Resources are auto-classified or subject indexed against an auto-categoriser for the scheme used by the collection. Staff can adjust the assigned auto-classification or subject indexing and the changes will be recorded by the auto-categoriser (but the original auto-categorisation will also be kept as a secondary method of matching user subject queries to resources). The auto-categoriser will also record (1) a unique collection identifier which will match to a collection in a collections database such as IESR or SCONE (2) A unique resource identifier. An automated mechanism will be developed to ensure that changes or deletions of the original resource will be ‘spotted’ and recorded by the auto-categoriser. Free community maintained schemes could opt in to the process ‘free’ by setting up their own auto-categorisers - they would not have to be subscribers to a scheme like DDC. It ought to be possible to ‘kick-start’ the files of resources and collections against class numbers and subject terms by taking existing collections already intellectually classified or subject indexed against a standard scheme and – where JISC has full control or can get or buy agreement – creating a file of class numbers and subject terms and unique resource and collection identifiers from their metadata. It ought to be able to do this for the schemes suggested by HILT (DDC, LCSH, UNESCO, MeSH). It might even be possible to add AAT to bring in the Museums community in this scenario.

User subject queries will be couched in terms of ‘seed’ metadata for a resource that would in the user’s estimation be an ideal hit for the query in question. This would either be based on real metadata for relevant resources retrieved from elsewhere (or the full text of these resources) or provided by a lecturer, or be invented by the user being asked to provide (say) a ‘dummy’ title, abstract and keywords describing his or her ideal retrieval hit. User subject queries would be sent, either directly or via M2M from other services, to the JISC terminologies server or similar. Terminologies servers ‘know about’ all auto-categorisers relevant to the user group. The user query is sent to each one and is auto-categorised by each one. The various auto-categorisers send back details of hits or near hits with the relevant resource and collection identifiers. The terminologies server interacts with collections databases and services to provide users with actual hits, ideally actual resources but also of collections. Disambiguation of user subject queries takes place at item or resource level with choice of terms and class numbers being implicit when user chooses or ranks the hits retrieved. It also takes place effectively on a scheme by scheme basis rather than once against a spine and does not require the user to understand the scheme. A ‘more like this’ type option based on ranked hits allows the subject search to be further refined. There is also an option to drop to collection level and search there using local subject search facilities. 

The managers of the various auto-categorisers will monitor user queries and changes made to resource auto-categorisations by cataloguers aiming to continually improve auto-categoriser performance and spot scheme amendment or extension issues.

Staff needing to amend or extend a scheme will be asked to do this via (in JISC’s case) the I.E. terminologies server so that a UK-oriented non-standard terms registry can be built.

In the longer term, auto-categorisers might be designed to give a resource an ISCN (International Standard Concept Number) or similar so that its precise context within the scheme can change automatically as the scheme goes through required revisions. This implies that user navigation in schemes is not a local service but a central one provided (on a subscription basis) by the scheme maintainer. 

Advantages and other points of note:

· Since user queries are mapped directly to schemes using item level disambiguation, mapping between schemes is unnecessary (although still useful if it can be done using automated methods).

· Since user queries are couched in terms of ideal titles, abstracts and keywords or existing ‘seed’ metadata from ideal hits already known about, users don’t need to know any of the schemes.

· Since auto-categorisers ‘know’ whether or not there are real resources out there actually classified at a particular number or actually indexed using a particular group of terms, users are never directed to collections which do not actually have hits (eventually – this will take time to build up). 

· Once a query has been auto-classified or subject-indexed, the class number or indexing terms can be used to search even legacy metadata that has not been auto-categorised.

· Initially, the system will be limited to new resources but over time legacy metadata can be retro-converted. Any solution to the subject interoperability problem has to be long-term in any case.

· It may be possible to gradually build inter-scheme mappings based on item-level query and resource mappings to schemes.

· Auto-categorisations do not need to be accurate in all cases. As long as they are ‘inaccurate’ in a consistent way, user queries can be successfully mapped to resources (One good reason for keeping the original auto-categorisation even if staff amend it is that it gives a second way of mapping to a user query that is also auto-categorised poorly at this number (Obviously, it won’t always be). Also, since the original ‘bad’ categorisation will have been intellectually upgraded, a successful hit using the bad categorisation will (may?) link, through the item, to the correct categorisation.).

· A seed document could even be Google-retrieved and it would presumably also be feasible to set up an interface that would allow ‘seed’ metadata from a resource retrieved from a JISC collection to be used to form a well-structured and relevant search of Google itself.

· Metadata based method can be used for auto-categorisation of hard copy resources

· Big, intellectually categorised hardcopy databases (WorldCat, Copac, RLG, A&I databases) can be used as part of the matrix to enhance the service in various ways (as good sources of initial hits that can act as ‘seed’ metadata, to provide good associated class numbers and subject terms, and also inter-scheme term mappings where different schemes are used for the same item as in RedLightGreen at RLG). A task interface has a role here.

· As the files of actual resources against classes or subject terms grow, they can begin to provide users with information about which collections have ‘strengths’ (i.e. numbers of hits) in the user’s topic to aid navigation. They can also begin to assist staff collection development and planning efforts.

· As things progress, scheme maintainers should begin to get ‘early warning’ of scheme extension requirements.

· Some JISC sites or suppliers may be unwilling to have their metadata in a central database but quite happy to have information that points to that metadata through unique identifiers.

· The approach is well-suited to a situation where a user has started at an individual portal or service of choice, found one or more hits but wants to find more. The hits retrieved at the portal or service can be used to ‘seed’ the wider subject retrieval effort and bridge the subject interoperability gap. 

· It would even be possible for students or academics to write a first draft of an essay or paper or book chapter and submit it to the auto-categoriser as a means of finding relevant citations at that stage (as a final check, of course!).
3. Questions to Consider when Comparing and Evaluating Alternative Approaches to the Ensuring Interoperability of Subject Descriptions

The table below is built around a list of questions to consider when comparing and evaluating alternative approaches to the provision of a JISC-focused solution to the problem of ensuring interoperability of subject descriptions in its domain. It is suggested that it be used as a basis for evaluating the three HILT options and any new options thrown up by the workshop. The list is based on the analysis of the problem carried out over the past few years in HILT Phases I and II but is nevertheless seen as a draft for consideration rather than a definitive list. Specific JISC aims or workshop agreements might alter the list by either removing or adding questions. In addition, new approaches often throw up additional questions – appoint catered for to some extent by the final question listed below.
	HILT Phase II: Questions to Consider when Comparing and Evaluating Alternative Approaches to the Ensuring Interoperability of Subject Descriptions

	

	
	
	
	

	▼ Questions to Consider ▼
	Option 1
	Option 2
	Option 3

	
	
	
	

	Interoperability
	
	
	

	Does the approach provide for interoperability within JISC collections?
	
	
	

	Does the approach provide for interoperability with relevant services outwith JISC collections?
	
	
	

	Does the approach provide for interoperability beyond JISC without direct cost to JISC?
	
	
	

	Is the system designed in an ‘open’ fashion that permits all desired participants to ‘join’ the system given any technical, economic, commercial or political constraints?
	
	
	

	
	
	
	

	Consensus/ Desired Participants Needs
	
	
	

	Is the approach compatible with the requirements of communities a-z?        (a-z can be learning and teaching, research, FE, HE, e-science, semantic web, archives, museums, libraries, portals, electronic services, and so on)
	
	
	

	Is the approach a practical solution for all desired participants?
	
	
	

	Is the approach economically feasible for all desired participants?
	
	
	

	Is the approach an acceptable solution for all desired participants?
	
	
	

	Is there an adequate mechanism to deal with multilingual subject and class description and searching issues?
	
	
	

	Is there an adequate mechanism to ensure a compatible approach to multilingual subject and class description issues across different standard schemes?
	
	
	

	Are coordinated mechanisms in place to ensure ongoing liaison, discussion, and agreement on issues, standards, and approaches at a human, organisation, and inter-organisation level? Do they encompass all relevant regional, national, international, sectoral, and domain level bodies?
	
	
	

	
	
	
	

	Resourcing Issues
	
	
	

	Is there a requirement for all participants to sign up to a subscription class or subject scheme?
	
	
	

	Is the functioning of the system dependent on a single subscription scheme?
	
	
	

	How labour-intensive is the approach?
	
	
	

	Does the approach require additional staff resources to be applied centrally by JISC?
	
	
	

	Does the approach require additional staff resources to be applied centrally by other participant bodies?
	
	
	

	Does the approach require additional staff resources to be applied locally at service sites?
	
	
	

	What are the likely set-up costs?
	
	
	

	What are the likely annual costs?
	
	
	

	What are the likely lifetime costs?
	
	
	

	Do the costs include all of the features implied by the answers to all other questions in this list?
	
	
	

	How much time, effort and cost is required to create a useful system based on the proposed approach?
	
	
	

	How much time, effort and cost is required to create a fully developed system based on the proposed approach?
	
	
	

	Is the approach cost-effective from a JISC point of view?
	
	
	

	Is the approach cost-effective from the point of view of other participants?
	
	
	

	
	
	
	

	Barriers
	
	
	

	Are there economic, practical, commercial, or political barriers to the creation and maintenance of the approach?
	
	
	

	
	
	
	

	User-related issues
	
	
	

	Does the approach require users to have a good working knowledge of the terminology of one or more standard schemes to ensure effective retrieval?
	
	
	

	Does the approach provide users who do not have a good working knowledge of standard schemes the aid required to ensure effective retrieval?
	
	
	

	To what extent can users employ ‘everyday’ language and still ensure effective retrieval?
	
	
	

	Does the approach permit direct, well-integrated, use of local service subject search and browse hierarchies?
	
	
	

	Does the approach permit user queries down to very specific levels of granularity?
	
	
	

	Are any amendments and extensions to standard schemes made by staff in services made readily and helpfully available to users when searching?
	
	
	

	How well does the approach handle multi-term and Boolean combination searches across the schemes included in the approach?
	
	
	

	To what extent does the approach require user training to be effective? 
	
	
	

	Can it provide effective user training to the level required?
	
	
	

	Are the amendments and extensions to standard schemes made by staff in services included in user training?
	
	
	

	Does the approach and its user interface provide a quick and easy and generally positive and useful experience for users?
	
	
	

	
	
	
	

	Disambiguation and Contextualisation
	
	
	

	Is disambiguation and contextualisation dependent purely on the content of the schemes themselves or is it based on a reliable relationship to full metadata or full text feedback?
	
	
	

	Is disambiguation and contextualisation against individual schemes based on direct interaction or is it dependent on a good mapping to a core scheme?
	
	
	

	Is the disambiguation and contextualisation mechanism capable of dealing adequately with multiple term and combined term queries?
	
	
	

	
	
	
	

	Collection Identification
	
	
	

	Does the approach have an effective mechanism for identifying collections relevant to a particular user subject query?
	
	
	

	Does the collection identifier mechanism offer reliable collection strength indications?
	
	
	

	Does the approach have a mechanism for ensuring users are only directed to collections that will definitely have at least one relevant hit?
	
	
	

	
	
	
	

	Mapping-related Issues
	
	
	

	Does the approach require participants to change scheme, or adopt a particular scheme, or adopt a particular additional scheme?
	
	
	

	Does the approach depend on mapping between a range of class and subject schemes?
	
	
	

	To what extent does the mapping approach entail ‘dumbing down’ and what affect is this likely to have on the efficacy of searching?
	
	
	

	Does the approach have an adequate mechanism for dealing with the problems associated with the mapping of compound concepts in schemes such as DDC which provide for synthesis?
	
	
	

	Are any weaknesses in the mapping of compound concepts in a particular scheme compounded by the role that scheme plays in the approach in question (as in a DDC spine, for example)?
	
	
	

	
	
	
	

	Quality Control/Harmonisation
	
	
	

	How susceptible is the approach to the negative effects of human error?
	
	
	

	How susceptible is the approach to the negative effects of system weaknesses?
	
	
	

	What is or can be done to improve the performance of the system through monitoring and analysing failure?
	
	
	

	Is there a mechanism to ensure cross-service and, where appropriate, cross-scheme compatibility in respect of amendments and extensions to standard schemes used?
	
	
	

	How is mapping quality and efficacy monitored and improved?
	
	
	

	Is there a mechanism to ensure cross-service compatibility in the use of standard schemes?
	
	
	

	
	
	
	

	Automated and Intellectual Inputs
	
	
	

	Is classification and indexing intellect-based, automated, or a good (or poor) balance of the two?
	
	
	

	Does the approach depend wholly on intellectual mapping or automated mapping, or is it a good (or poor) combination of the two?
	
	
	

	Is the approach able to make effective use of existing large databases of materials that have been intellectually classified or indexed?
	
	
	

	Does the approach optimise the re-use of existing electronic files of subject and class scheme data, mappings, and subject and class scheme assignments?
	
	
	

	Does searching make good use of automated tools such as clustering?
	
	
	

	
	
	
	

	Staff-related Issues
	
	
	

	Does the approach require a significant change in current practice for significant numbers of staff?
	
	
	

	Does the approach require a significant change in current effort for significant numbers of staff or for staff in particular sectors?
	
	
	

	Does the approach require any/a little/a lot of staff training to be effective?
	
	
	

	Can effective staff training to the level required be provided?
	
	
	

	Does the approach provide staff whose knowledge of the scheme or schemes used is imperfect with the aid required to ensure effective classification and indexing?
	
	
	

	Does the approach provide feedback on items other staff have classified and indexed in a similar way?
	
	
	

	
	
	
	

	
	
	
	

	
	
	
	

	General Issues
	
	
	

	How well does the approach cope with the problems associated with searching and browsing legacy metadata in the short term?
	
	
	

	How well does the approach cope with the problems associated with searching and browsing legacy metadata in the long term?
	
	
	

	Has the approach been tested for efficacy in relation to a range of subject retrieval scenarios or tasks?
	
	
	

	Is it probable that the approach will work better for some subject areas than for others?
	
	
	

	To what extent is the approach likely to be future proof?
	
	
	

	Does the approach raise questions not included above? If so, how does it deal with these questions in comparison to other approaches being assessed?
	
	
	

	
	
	
	

	Option Summaries
	
	
	

	Comparative Overview
	


� See HILT Phase II Final Report, Appendix K for the Evaluator’s report and the HILT Phase II Executive Summary and Appendix I.2 for details of the main HILT proposal


� This term is used to mean both auto-classifying or auto-subject catogorising





